
Fictional measurement study 
Explain the program. Rebuild the result.

Question and decision
What is the mean of each group's usable measurements, in arbitrary units? These are fictional
teaching data, not observations supporting a scientific claim. A recorded zero is usable. NA is
missing. Invalid status takes precedence over missingness. No usable observations means NA,
never an invented zero mean. 

Results

group n_total n_used n_missing n_rejected mean

A 5 3 1 1 10.00

B 5 3 1 1 15.00

The n labels count used measurements. A group without usable values has no bar and is explicitly
labeled n=0; mean=NA. Exclusion categories do not overlap. 
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Evidence and handover
ROOT the tools. SHAPE the workflow. The reference and edge cases passed: 17 native checks. Data
conservation is checked for every group: n_total = n_used + n_missing + n_rejected. The source
revision is c1ccc8f2af94130907df580638cbe4660bed836b; its recorded dirty status is True. 

Read the complete literate source
Read the original TSV input
Download the summary TSV
Inspect the machine-readable provenance
Reuse input validation
Reuse the group statistic program

The manifest hashes inputs, source, generated programs and checked scientific results. It does not
hash itself or this report: manifest precedes report. Identical scientific tables are tested in this
recorded environment. PDF bytes can differ with fonts, tool versions and timestamps; no cross-
platform byte identity is claimed. Source, raw TSV and manifest are attached to the PDF. 

• 
• 
• 
• 
• 
• 
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#+TITLE: A literate fictional measurement study
#+SUBTITLE: Explain the program. Rebuild the result.
#+LANGUAGE: en
#+PROPERTY: header-args :tangle no :eval never :comments no :padline no
#+OPTIONS: toc:2 num:nil

* Question and executable overview
We estimate mean usable value by group in arbitrary units. These data are
fictional teaching data. A zero remains an observation; NA is missing.
Invalid status takes precedence over missingness, so exclusion categories do
not overlap. The raw TSV is an independent input, not tangled from this file.

ROOT the tools. SHAPE the workflow.
ROOT means Robust, Open, Ongoing, Time-tested. SHAPE means Structure stages,
Harmonize handovers, Automate actions, Propagate provenance, Evaluate explicitly.
These are design perspectives across the dependency graph, not five execution
steps. The graph is raw -> validated -> classified -> usable -> summary ->
checked figure -> provenance -> report.

The following blocks specify machine composition. Read the explanatory sections
in the order useful for understanding the question. Every helper fragment uses
:tangle no; only these masters produce files. :noweb tangle substitutes text
when tangling, leaving references visible while reading/exporting this source.
No evaluated noweb call syntax is used.

#+name: validate-program
#+begin_src awk :tangle programs/validate.awk :mkdirp yes :noweb tangle
<<validation-setup>>
<<validate-input>>
#+end_src

#+name: classify-program
#+begin_src awk :tangle programs/classify.awk :mkdirp yes :noweb tangle
<<classify-measurements>>
#+end_src

#+name: selection-program
#+begin_src awk :tangle programs/select.awk :mkdirp yes :noweb tangle
<<select-usable-measurements>>
#+end_src

#+name: summary-program
#+begin_src awk :tangle programs/summarize.awk :mkdirp yes :noweb tangle
<<summarize-by-group>>
<<ordered-groups>>
#+end_src

#+name: figure-program
#+begin_src gnuplot :tangle programs/plot.gp :mkdirp yes :noweb tangle
<<plot-results>>
#+end_src

#+name: contract-program
#+begin_src json :tangle programs/contract.json :mkdirp yes :noweb tangle
<<analysis-contract>>
#+end_src

#+name: report-program
#+begin_src org :tangle programs/report-template.org :mkdirp yes :noweb tangle
<<report-template>>
#+end_src

#+name: style-program
#+begin_src css :tangle programs/report.css :mkdirp yes :noweb tangle
<<report-style>>
#+end_src

#+name: make-program
#+begin_src makefile :tangle workflow.mk :mkdirp yes :noweb tangle
<<workflow>>
#+end_src

#+name: pipeline-program
#+begin_src python :tangle tools/pipeline.py :mkdirp yes :noweb tangle
<<pipeline-utilities>>
<<execute-stages>>
<<evaluate-explicitly>>
<<render-native-figure>>
<<propagate-provenance>>
<<weave-explanation>>
<<verify-handover>>
<<pipeline-entry>>
#+end_src

* Count every exclusion
Discuss the output contract first, although this fragment executes in END after all rows have been consumed. n_total must equal the three disjoint categories. A group with no usable values prints NA, not 0.

#+name: summary-header
#+begin_src awk :tangle no :noweb tangle
print "group","n_total","n_used","n_missing","n_rejected","mean"
#+end_src

#+name: report-exclusions
#+begin_src awk :tangle no :noweb tangle
if (total[g]!=used[g]+missing[g]+rejected[g]) {
 print "handover error: count conservation failed for " g > "/dev/stderr"; exit 3
}
printf "%s\t%d\t%d\t%d\t%d\t%s\n",g,total[g],used[g],missing[g],rejected[g],(used[g] ? sprintf("%.2f",sum[g]/used[g]) : "NA")
#+end_src

* Select usable measurements
Classify only validated rows. Invalid wins before NA; the separate usable handover has three columns and preserves an actual zero.

#+name: classify-measurements
#+begin_src awk :tangle no :noweb tangle
BEGIN { FS=OFS="\t" }
NR==1 { print "sample_id","group","value","category"; next }
{
 category=($4=="invalid" ? "rejected" : ($3=="NA" ? "missing" : "used"))
 print $1,$2,$3,category
}
#+end_src

#+name: select-usable-measurements
#+begin_src awk :tangle no :noweb tangle
BEGIN { FS=OFS="\t" }
NR==1 { print "sample_id","group","value"; next }
$4=="used" { print $1,$2,$3 }
#+end_src

* Summarize scientific groups
The first input supplies the census and exclusion counts; the second supplies only usable measurements. Sorting group names explicitly avoids AWK array iteration order. Formatting happens only at the output boundary.

#+name: summarize-by-group
#+begin_src awk :tangle no :noweb tangle
BEGIN { FS=OFS="\t" }
FILENAME==ARGV[1] {
 if (FNR==1) next
 g=$2
 if (!(g in total)) groups[++ng]=g
 total[g]++
 if ($4=="missing") missing[g]++
 if ($4=="rejected") rejected[g]++
 next
}
FILENAME==ARGV[2] {
 if (FNR==1) next
 g=$2
 used[g]++; sum[g]+=$3
}
#+end_src

#+name: ordered-groups
#+begin_src awk :tangle no :noweb tangle
END {
 <<summary-header>>
 for (i=1;i<=ng;i++) for (j=i+1;j<=ng;j++) if (groups[j]<groups[i]) { t=groups[i];groups[i]=groups[j];groups[j]=t }
 for (i=1;i<=ng;i++) {
  g=groups[i]
  <<report-exclusions>>
 }
}
#+end_src

* Validate before publishing
Validation appears later in the explanation, but executes before classification. Fields are true TSV, IDs are unique, groups are uppercase ASCII identifiers and values are finite decimals/scientific notation or NA. Absolute values above 1000000 a.u. are outside this teaching contract. Empty bytes are an error; a header-only input is valid and contains no groups.

#+name: validation-setup
#+begin_src awk :tangle no :noweb tangle
BEGIN { FS=OFS="\t"; number="^[+-]?([0-9]+([.][0-9]*)?|[.][0-9]+)([eE][+-]?[0-9]+)?$" }
function fail(message) { print "input error: " message > "/dev/stderr"; failed=1; exit 2 }
#+end_src

#+name: validate-input
#+begin_src awk :tangle no :noweb tangle
NR==1 {
 if ($0!="sample_id\tgroup\tvalue\tstatus") fail("line 1: expected sample_id, group, value, status TSV header")
 print; next
}
{
 if (NF!=4) fail("line " NR ": expected 4 tab-separated fields, got " NF)
 if ($1 !~ /^[A-Za-z][A-Za-z0-9_-]*$/) fail("line " NR ": invalid sample_id")
 if (seen[$1]++) fail("line " NR ": duplicate sample_id " $1)
 if ($2 !~ /^[A-Z][A-Z0-9_]*$/) fail("line " NR ": group must be an uppercase ASCII identifier")
 if ($4!="valid" && $4!="invalid") fail("line " NR ": unexpected status " $4)
 if ($3!="NA" && $3 !~ number) fail("line " NR ": value must be a finite decimal number or NA")
 if ($3!="NA" && (($3+0)>1000000 || ($3+0)<-1000000)) fail("line " NR ": absolute value exceeds 1000000 a.u.")
 print
}
END { if (!failed && NR==0) fail("empty input: expected TSV header") }
#+end_src

#+name: analysis-contract
#+begin_src json :tangle no :noweb tangle
{
  "units": "a.u.",
  "missing": "NA",
  "status": [
    "valid",
    "invalid"
  ],
  "exclusion_priority": [
    "invalid",
    "NA"
  ],
  "locale": "C",
  "output_order": "ASCII group ascending",
  "number_format": "finite decimal/scientific; abs(value)<=1000000",
  "mean_format": "two decimal places; NA when n_used=0",
  "empty_input": "zero bytes: error 2; header only: no groups"
}
#+end_src

* Plot the result
gnuplot reads header names, not a duplicated numeric column convention. Missing means do not get a zero bar. Labels disclose n_used and mark n=0; mean=NA. The all-empty case gets a visible message.

#+name: plot-results
#+begin_src gnuplot :tangle no :noweb tangle
set datafile separator "\t"
set datafile missing "NA"
set terminal svg size 740,380 font "DejaVu Sans,12" enhanced
set output SVG
set title "Group means — fictional teaching data"
set xlabel "Measurement group"
set ylabel "Mean (a.u.)"
set boxwidth 0.55
set style fill solid 0.8 border rgb "#00549f"
set grid ytics lc rgb "#d8e3ec"
set key off
if (GROUPS>0) {
 stats SUMMARY using (column("n_used")>0 ? column("mean") : 0) nooutput
 low=(STATS_min<0 ? STATS_min*1.25 : 0)
 high=(STATS_max>0 ? STATS_max*1.3 : 1)
 if (low==high) { low=low-1; high=high+1 }
 set yrange [low:high]
 set xrange [-0.6:GROUPS-0.4]
 plot SUMMARY using 0:(column("mean")):xticlabels(1) with boxes lc rgb "#00549f", \
      SUMMARY using 0:(column("n_used")>0 ? column("mean") : 0):(column("n_used")>0 ? sprintf("n=%d",column("n_used")) : "n=0; mean=NA") with labels offset 0,1.1 tc rgb "#087f88"
} else {
 set xrange [0:1]; set yrange [0:1]; unset xtics; unset ytics
 set label "No groups: header-only input" at graph 0.5,0.5 center
 plot NaN
}
set terminal pdfcairo size 16cm,8.5cm font "DejaVu Sans,11"
set output PDF
replot
unset output
#+end_src

* Connect stages with Make
GNU Make 4.3+ grouped targets give each SVG/PDF and HTML/PDF output pair one writer under -j. Checks precede figure and report. The bootstrap tangles this Makefile first; it is never a prerequisite of its own initial generation.

#+name: workflow
#+begin_src makefile :tangle no :noweb tangle
.DEFAULT_GOAL := all
.RECIPEPREFIX := >
.DELETE_ON_ERROR:
.SUFFIXES:
PYTHON ?= python3
AWK ?= awk
RUN = $(PYTHON) build/tools/pipeline.py
.PHONY: all results check figure provenance report
all: report
results: build/results/summary.tsv
check: build/checks.json
figure: build/results/figure.svg build/results/figure.pdf
provenance: build/provenance.json
report: build/site/index.html build/site/report.pdf
build/results/validated.tsv: data/measurements.tsv build/raw.sha256 build/environment.json build/programs/validate.awk build/tools/pipeline.py
>@$(RUN) stage validate $(AWK)
build/results/classified.tsv: build/results/validated.tsv build/programs/classify.awk build/tools/pipeline.py
>@$(RUN) stage classify $(AWK)
build/results/usable.tsv: build/results/classified.tsv build/programs/select.awk build/tools/pipeline.py
>@$(RUN) stage select $(AWK)
build/results/summary.tsv: build/results/classified.tsv build/results/usable.tsv build/programs/summarize.awk build/tools/pipeline.py
>@$(RUN) stage summarize $(AWK)
build/checks.json: build/results/summary.tsv tests/expected-summary.tsv tests/cases.json $(wildcard tests/fixtures/*.tsv) $(wildcard build/programs/*.awk) build/tools/pipeline.py
>@$(RUN) check $(AWK)
build/results/figure.svg build/results/figure.pdf &: build/results/summary.tsv build/checks.json build/programs/plot.gp build/tools/pipeline.py
>@$(RUN) plot
build/provenance.json: build/results/figure.svg build/results/figure.pdf build/checks.json build/source.json build/environment.json build/invocation.json build/tangle.json $(wildcard build/programs/*) build/workflow.mk build/tools/pipeline.py
>@$(RUN) provenance
build/site/index.html build/site/report.pdf &: build/provenance.json build/programs/report-template.org build/programs/report.css build/tools/pipeline.py bootstrap.el
>@$(RUN) report
#+end_src

* Keep the handovers traceable
Python is glue for existing native tools, testing, hashing and the same WeasyPrint/PyMuPDF renderer used by the tour publisher. It does not replace AWK statistics or draw the figure. Receipts record relative invocations and successful outputs.

#+name: pipeline-utilities
#+begin_src python :tangle no :noweb tangle
import csv,hashlib,html,json,os,re,shutil,subprocess,sys,tempfile
from urllib.parse import unquote,urlsplit
from pathlib import Path
ROOT=Path.cwd()
KEYS=['group','n_total','n_used','n_missing','n_rejected','mean']
def sha(path):return hashlib.sha256(Path(path).read_bytes()).hexdigest()
def read(path):
 with open(path,newline='') as f:return list(csv.DictReader(f,delimiter='\t'))
def write(path,data):
 path=Path(path);path.parent.mkdir(parents=True,exist_ok=True)
 data=data.encode() if isinstance(data,str) else data
 tmp=path.with_name(path.name+'.tmp');tmp.write_bytes(data);os.replace(tmp,path)
def js(path,value):write(path,json.dumps(value,sort_keys=True,indent=2)+'\n')
def event(name):
 with open('build/events.log','a') as f:f.write(name+'\n')
def run(argv,expected=0):
 p=subprocess.run(argv,capture_output=True,text=True)
 if p.returncode!=expected:raise RuntimeError(p.stderr.strip() or 'command failed: '+' '.join(argv))
 return p
def receipt(name,commands,outputs,operations=None):
 js('build/receipts/'+name+'.json',{'commands':commands,'operations':operations or [],'exit':0,'outputs':{p:sha(p) for p in outputs}})
 event(name)
def awk_pipeline(raw,directory,awk,commands=None):
 paths=[]
 for step,program in [('validated','validate'),('classified','classify'),('usable','select'),('summary','summarize')]:
  inputs=[str(raw)] if not paths else [str(paths[0])] if program=='classify' else [str(paths[1])] if program=='select' else [str(paths[1]),str(paths[2])]
  argv=[awk,'-f','build/programs/'+program+'.awk',*inputs]
  if commands is not None:commands.append(argv)
  p=subprocess.run(argv,capture_output=True,text=True)
  if p.returncode:return p,paths
  target=Path(directory)/(step+'.tsv');target.write_text(p.stdout);paths.append(target)
 return p,paths
#+end_src

#+name: execute-stages
#+begin_src python :tangle no :noweb tangle
def stage(name,awk):
 plans={'validate':('validate',['data/measurements.tsv'],'validated'),
        'classify':('classify',['build/results/validated.tsv'],'classified'),
        'select':('select',['build/results/classified.tsv'],'usable'),
        'summarize':('summarize',['build/results/classified.tsv','build/results/usable.tsv'],'summary')}
 program,inputs,output=plans[name];argv=[awk,'-f','build/programs/'+program+'.awk',*inputs]
 p=run(argv);target='build/results/'+output+'.tsv';write(target,p.stdout)
 receipt(name,[argv],[target])
#+end_src

#+name: evaluate-explicitly
#+begin_src python :tangle no :noweb tangle
def check(awk):
 expected=Path('tests/expected-summary.tsv').read_bytes()
 if Path('build/results/summary.tsv').read_bytes()!=expected:raise RuntimeError('reference summary differs from authored tests/expected-summary.tsv')
 cases=json.loads(Path('tests/cases.json').read_text());outcomes=[];commands=[]
 for case in cases:
  if not re.fullmatch('[a-z0-9-]+',case['name']):raise RuntimeError('invalid test case name')
  directory=Path('build/tests')/case['name'];directory.mkdir(parents=True,exist_ok=True)
  p,paths=awk_pipeline(case['file'],directory,awk,commands)
  if p.returncode!=case['exit']:raise RuntimeError(case['name']+': wrong error status')
  if case['error'] and p.stderr.strip()!='input error: '+case['error']:raise RuntimeError(case['name']+': wrong diagnostic')
  if not case['exit']:
   actual=[{k:r[k] for k in KEYS} for r in read(paths[-1])]
   if actual!=case['rows']:raise RuntimeError(case['name']+': incorrect scientific result')
   for row in actual:
    if int(row['n_total'])!=sum(int(row[k]) for k in ('n_used','n_missing','n_rejected')):raise RuntimeError('count conservation failed')
  outcomes.append({'case':case['name'],'status':p.returncode,'passed':True})
 js('build/checks.json',{'reference':'passed','cases':outcomes,'count_conservation':'passed','scope':'native AWK reference and specified edge cases; no cross-platform byte claim'})
 receipt('check',commands,['build/checks.json'],[{'api':'Python bytes equality','expected':'tests/expected-summary.tsv','actual':'build/results/summary.tsv'}])
#+end_src

#+name: render-native-figure
#+begin_src python :tangle no :noweb tangle
def plot():
 groups=len(read('build/results/summary.tsv'))
 arguments="SUMMARY='build/results/summary.tsv';SVG='build/results/figure.svg';PDF='build/results/figure.pdf';GROUPS="+str(groups)
 argv=['gnuplot','-e',arguments,'build/programs/plot.gp'];run(argv)
 if not Path('build/results/figure.svg').is_file() or not Path('build/results/figure.pdf').is_file():raise RuntimeError('native figure missing')
 receipt('plot',[argv],['build/results/figure.svg','build/results/figure.pdf'])
#+end_src

#+name: propagate-provenance
#+begin_src python :tangle no :noweb tangle
def provenance():
 tangle=json.loads(Path('build/tangle.json').read_text());source=json.loads(Path('build/source.json').read_text())
 inputs=['data/measurements.tsv','tests/expected-summary.tsv','tests/cases.json']+sorted(str(p) for p in Path('tests/fixtures').glob('*.tsv'))
 programs=['build/'+p for p in sorted(tangle['files'])]
 results=sorted(str(p) for p in Path('build/results').glob('*'))+['build/checks.json']
 receipts={p.stem:json.loads(p.read_text()) for p in sorted(Path('build/receipts').glob('*.json')) if p.stem in {'validate','classify','select','summarize','check','plot'}}
 record={'schema':1,'question':'Group mean of usable fictional measurements','parameters':json.loads(Path('build/programs/contract.json').read_text()),
  'inputs':{p:sha(p) for p in inputs},'sources':{p:sha(p) for p in ['research.org','build.py','bootstrap.el']},
  'programs':{p:sha(p) for p in programs},'results':{p:sha(p) for p in results},
  'versions':json.loads(Path('build/environment.json').read_text()),'git':source['git'],
  'execution':receipts,'tangle':tangle['command'],'invocation':json.loads(Path('build/invocation.json').read_text()),
  'scope':'Same scientific tables for the specified input and recorded environment. Manifest excludes itself, receipts generated after it, and the downstream reports.'}
 js('build/provenance.json',record);receipt('provenance',[],['build/provenance.json'])
#+end_src

* Weave a working report
The report template is tangled, then a working report.org under build/site receives the real table. Native Org HTML export has Babel evaluation disabled. WeasyPrint produces its PDF. The maintained source is never updated with results. Manifest precedes report; downstream reports and the manifest itself are excluded from its hash sets.

#+name: report-template
#+begin_src org :tangle no :noweb tangle
,#+TITLE: Fictional measurement study
,#+SUBTITLE: Explain the program. Rebuild the result.
,#+LANGUAGE: en
,#+OPTIONS: toc:nil num:nil author:nil date:nil creator:nil html-postamble:nil ^:nil
,#+HTML_HEAD: <link rel="stylesheet" href="report.css">

,* Question and decision
What is the mean of each group's usable measurements, in arbitrary units?
These are fictional teaching data, not observations supporting a scientific claim.
A recorded zero is usable. NA is missing. Invalid status takes precedence over
missingness. No usable observations means NA, never an invented zero mean.

,* Results
{{TABLE}}

,#+ATTR_HTML: :alt Group means from fictional data with used sample counts :width 740
[[file:results/figure.svg]]

The n labels count used measurements. A group without usable values has no bar
and is explicitly labeled n=0; mean=NA. Exclusion categories do not overlap.

,* Evidence and handover
:PROPERTIES:
:CUSTOM_ID: evidence
:END:
ROOT the tools. SHAPE the workflow.
The reference and edge cases passed: {{CHECKS}}. Data conservation is checked
for every group: n_total = n_used + n_missing + n_rejected.
The source revision is {{REVISION}}; its recorded dirty status is {{DIRTY}}.

- [[file:research.org][Read the complete literate source]]
- [[file:data/measurements.tsv][Read the original TSV input]]
- [[file:results/summary.tsv][Download the summary TSV]]
- [[file:provenance.json][Inspect the machine-readable provenance]]
- [[file:programs/validate.awk][Reuse input validation]]
- [[file:programs/summarize.awk][Reuse the group statistic program]]

The manifest hashes inputs, source, generated programs and checked scientific
results. It does not hash itself or this report: manifest precedes report.
Identical scientific tables are tested in this recorded environment. PDF bytes
can differ with fonts, tool versions and timestamps; no cross-platform byte
identity is claimed. Source, raw TSV and manifest are attached to the PDF.
#+end_src

#+name: report-style
#+begin_src css :tangle no :noweb tangle
:root{--publisher-blue:#00549f;--publisher-teal:#087f88;--publisher-ink:#173147;--publisher-line:#d8e3ec}
body{font:15px/1.5 "DejaVu Sans",sans-serif;color:var(--publisher-ink);max-width:980px;margin:35px auto;padding:0 20px}
h1,h2{color:var(--publisher-blue)}a{color:var(--publisher-teal)}table{border-collapse:collapse;width:100%}td,th{border-bottom:1px solid var(--publisher-line);padding:6px 10px;text-align:right}td:first-child,th:first-child{text-align:left}img{max-width:100%;height:auto}
@page{size:A4;margin:16mm;@bottom-right{content:counter(page);font:9pt sans-serif}}
@media print{#outline-container-evidence{break-before:page}body{font-size:10pt;margin:0;padding:0}h1{font-size:23pt}h2{font-size:15pt;margin:4mm 0 2mm}p{margin:2mm 0}table{font-size:9pt}img{max-height:78mm}a{overflow-wrap:anywhere}.figure{margin:3mm 0}#postamble{display:none}}
#+end_src

#+name: weave-explanation
#+begin_src python :tangle no :noweb tangle
def report():
 import pymupdf
 from weasyprint import HTML
 site=Path('build/site');site.mkdir(exist_ok=True)
 for source in ['research.org','data/measurements.tsv','build/provenance.json','build/programs/report.css']:
  target=site/('report.css' if source.endswith('.css') else source.removeprefix('build/'))
  target.parent.mkdir(parents=True,exist_ok=True);shutil.copy2(source,target)
 for folder in ['results','programs']:
  shutil.copytree(Path('build')/folder,site/folder,dirs_exist_ok=True)
 rows=list(csv.reader(open('build/results/summary.tsv'),delimiter='\t'))
 table='\n'.join('| '+' | '.join(row)+' |' for row in rows[:1])+'\n|'+ '+'.join('-'*max(3,len(v)) for v in rows[0])+'|\n'+'\n'.join('| '+' | '.join(row)+' |' for row in rows[1:])
 checks=json.loads(Path('build/checks.json').read_text());proof=json.loads(Path('build/provenance.json').read_text())
 text=Path('build/programs/report-template.org').read_text().replace('{{TABLE}}',table).replace('{{CHECKS}}',str(1+len(checks['cases']))+' native checks').replace('{{REVISION}}',proof['git']['commit'] or 'not in Git').replace('{{DIRTY}}',str(proof['git']['dirty']))
 write(site/'report.org',text)
 argv=['emacs','--batch','-Q','--script','bootstrap.el','weave','build/site/report.org','build/site/index.html'];run(argv)
 HTML(filename=str(site/'index.html')).write_pdf(site/'report.pdf')
 with pymupdf.open(site/'report.pdf') as pdf:
  for file in ['research.org','data/measurements.tsv','provenance.json']:pdf.embfile_add(file,(site/file).read_bytes(),filename=file)
  for page in pdf:
   for link in page.get_links():
    filename=link.get('file','') or (urlsplit(link.get('uri','')).path if link.get('uri','').startswith('file:') else '')
    filename=unquote(filename)
    if filename and Path(filename).is_absolute() and Path(filename).is_relative_to(site.resolve()):page.update_link({'kind':pymupdf.LINK_LAUNCH,'xref':link['xref'],'from':link['from'],'file':str(Path(filename).relative_to(site.resolve()))})
  pdf.save(site/'attached.pdf',garbage=4,deflate=True)
 (site/'attached.pdf').replace(site/'report.pdf')
 receipt('report',[argv],['build/site/index.html','build/site/report.pdf'],[{'api':'weasyprint.HTML.write_pdf','input':'build/site/index.html','output':'build/site/report.pdf'}])
#+end_src

#+name: verify-handover
#+begin_src python :tangle no :noweb tangle
def verify():
 record=json.loads(Path('build/provenance.json').read_text())
 for role in ['inputs','sources','programs','results']:
  for file,expected in record[role].items():
   if not Path(file).is_file() or sha(file)!=expected:raise RuntimeError('provenance mismatch: '+file)
 if 'build/provenance.json' in record['results']:raise RuntimeError('manifest self-hash is forbidden')
 for file,expected in json.loads(Path('build/receipts/report.json').read_text())['outputs'].items():
  if sha(file)!=expected:raise RuntimeError('report receipt mismatch: '+file)
 print('verify: input, source, program, result and report hashes passed')
#+end_src

#+name: pipeline-entry
#+begin_src python :tangle no :noweb tangle
if __name__=='__main__':
 try:
  command=sys.argv[1]
  if command=='stage':stage(sys.argv[2],sys.argv[3])
  elif command=='check':check(sys.argv[2])
  elif command=='plot':plot()
  elif command=='provenance':provenance()
  elif command=='report':report()
  elif command=='verify':verify()
  else:raise RuntimeError('unknown pipeline command')
 except (OSError,RuntimeError,ValueError,KeyError) as error:raise SystemExit('study: '+str(error))
#+end_src

* Source, input and generated roles
| Role | Files | Authority |
|------+-------+-----------|
| Source | research.org | Domain programs, Make graph, report template and glue |
| Source | build.py, bootstrap.el | Small bootstrap with no domain calculation |
| Source | tests/expected-summary.tsv, tests/cases.json | Independently authored acceptance expectations |
| Input | data/measurements.tsv, tests/fixtures/*.tsv | Independent TSV observations and test inputs |
| Generated | build/programs, build/tools, build/workflow.mk | Real Org tangles; do not edit as sources |
| Generated | build/results, checks.json, provenance.json, site | Native outcomes and woven working copy |

All experimental copies are isolated. Build outputs stay below build/.
Purely narrative edits can change source provenance without changing generated
program bytes. An unchanged build leaves scientific calculations alone.



sample_id	group	value	status
A01	A	10	valid
A02	A	20	valid
A03	A	NA	valid
A04	A	0	valid
A05	A	100	invalid
B01	B	5	valid
B02	B	15	valid
B03	B	25	valid
B04	B	NA	valid
B05	B	40	invalid



{
  "execution": {
    "check": {
      "commands": [
        [
          "awk",
          "-f",
          "build/programs/validate.awk",
          "tests/fixtures/zero.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/classify.awk",
          "build/tests/zero/validated.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/select.awk",
          "build/tests/zero/classified.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/summarize.awk",
          "build/tests/zero/classified.tsv",
          "build/tests/zero/usable.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/validate.awk",
          "tests/fixtures/missing.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/classify.awk",
          "build/tests/missing/validated.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/select.awk",
          "build/tests/missing/classified.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/summarize.awk",
          "build/tests/missing/classified.tsv",
          "build/tests/missing/usable.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/validate.awk",
          "tests/fixtures/rejected.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/classify.awk",
          "build/tests/rejected/validated.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/select.awk",
          "build/tests/rejected/classified.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/summarize.awk",
          "build/tests/rejected/classified.tsv",
          "build/tests/rejected/usable.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/validate.awk",
          "tests/fixtures/priority.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/classify.awk",
          "build/tests/priority/validated.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/select.awk",
          "build/tests/priority/classified.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/summarize.awk",
          "build/tests/priority/classified.tsv",
          "build/tests/priority/usable.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/validate.awk",
          "tests/fixtures/header-only.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/classify.awk",
          "build/tests/header-only/validated.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/select.awk",
          "build/tests/header-only/classified.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/summarize.awk",
          "build/tests/header-only/classified.tsv",
          "build/tests/header-only/usable.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/validate.awk",
          "tests/fixtures/empty.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/validate.awk",
          "tests/fixtures/duplicate.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/validate.awk",
          "tests/fixtures/status.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/validate.awk",
          "tests/fixtures/fields.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/validate.awk",
          "tests/fixtures/number.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/validate.awk",
          "tests/fixtures/invalid-number.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/validate.awk",
          "tests/fixtures/scientific.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/classify.awk",
          "build/tests/scientific/validated.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/select.awk",
          "build/tests/scientific/classified.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/summarize.awk",
          "build/tests/scientific/classified.tsv",
          "build/tests/scientific/usable.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/validate.awk",
          "tests/fixtures/order.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/classify.awk",
          "build/tests/order/validated.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/select.awk",
          "build/tests/order/classified.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/summarize.awk",
          "build/tests/order/classified.tsv",
          "build/tests/order/usable.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/validate.awk",
          "tests/fixtures/header.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/validate.awk",
          "tests/fixtures/range.tsv"
        ],
        [
          "awk",
          "-f",
          "build/programs/validate.awk",
          "tests/fixtures/empty-group.tsv"
        ]
      ],
      "exit": 0,
      "operations": [
        {
          "actual": "build/results/summary.tsv",
          "api": "Python bytes equality",
          "expected": "tests/expected-summary.tsv"
        }
      ],
      "outputs": {
        "build/checks.json": "6040c4a3d3399ec61f19dc178bb556ae389de5ebf218ce2fa587c39262f8b4b5"
      }
    },
    "classify": {
      "commands": [
        [
          "awk",
          "-f",
          "build/programs/classify.awk",
          "build/results/validated.tsv"
        ]
      ],
      "exit": 0,
      "operations": [],
      "outputs": {
        "build/results/classified.tsv": "815dcd21afe440ffec0c0071d57ff8d7038df461f4e0361768ad5945941e10b5"
      }
    },
    "plot": {
      "commands": [
        [
          "gnuplot",
          "-e",
          "SUMMARY='build/results/summary.tsv';SVG='build/results/figure.svg';PDF='build/results/figure.pdf';GROUPS=2",
          "build/programs/plot.gp"
        ]
      ],
      "exit": 0,
      "operations": [],
      "outputs": {
        "build/results/figure.pdf": "9ee35edd715b01eb6550638066696108476569f33e66e4ebae9ce8f4015344f4",
        "build/results/figure.svg": "d28c9993b84275b461a6c908f9fe7e533ab8d91d632de32bcf2c790a993d8f9e"
      }
    },
    "select": {
      "commands": [
        [
          "awk",
          "-f",
          "build/programs/select.awk",
          "build/results/classified.tsv"
        ]
      ],
      "exit": 0,
      "operations": [],
      "outputs": {
        "build/results/usable.tsv": "1907b0930662e56e102dec184df34a16a9c28663170a8d1ac4f2300abc8d0097"
      }
    },
    "summarize": {
      "commands": [
        [
          "awk",
          "-f",
          "build/programs/summarize.awk",
          "build/results/classified.tsv",
          "build/results/usable.tsv"
        ]
      ],
      "exit": 0,
      "operations": [],
      "outputs": {
        "build/results/summary.tsv": "d5e735386050c8e943ad0cad20884440242df32732e2f228fa510a647db62201"
      }
    },
    "validate": {
      "commands": [
        [
          "awk",
          "-f",
          "build/programs/validate.awk",
          "data/measurements.tsv"
        ]
      ],
      "exit": 0,
      "operations": [],
      "outputs": {
        "build/results/validated.tsv": "20bc1f66027d68f3bfb6c14c9fc9056645df8b347970c28b45c1ce1a75603e3c"
      }
    }
  },
  "git": {
    "commit": "c1ccc8f2af94130907df580638cbe4660bed836b",
    "dirty": true
  },
  "inputs": {
    "data/measurements.tsv": "20bc1f66027d68f3bfb6c14c9fc9056645df8b347970c28b45c1ce1a75603e3c",
    "tests/cases.json": "e5ed5984ffb2989512b8c97c1893be63ca830b70f5e48ed4ce9fc6dab9ac06c7",
    "tests/expected-summary.tsv": "d5e735386050c8e943ad0cad20884440242df32732e2f228fa510a647db62201",
    "tests/fixtures/duplicate.tsv": "853e155287c7b79f58e9a14aab84886aaa87e11b772799dd7b942a6b5e9be9f4",
    "tests/fixtures/empty-group.tsv": "7c69e00c56be7309f67d3bb05aa776fbc6aa23c400a25ab1b17334d0b9be3b27",
    "tests/fixtures/empty.tsv": "e3b0c44298fc1c149afbf4c8996fb92427ae41e4649b934ca495991b7852b855",
    "tests/fixtures/fields.tsv": "03af4a359e48f2180e1a91ebf0b36c220ed377a99b1c4a3efa7e615f0377c1de",
    "tests/fixtures/header-only.tsv": "dd3ad93555ab3ba55d5f214aa034964f34c98bac9c7765a0cce126db831b2b42",
    "tests/fixtures/header.tsv": "e1c03362e7e8ee88113ae9777195c769de23ab95eac0e4426eb29ac66b4f190f",
    "tests/fixtures/invalid-number.tsv": "6fdf56d8a4215447654eb1e3900eb51398307255b070b0190e5ecf73142b328f",
    "tests/fixtures/missing.tsv": "fa73a0b59c3e1c668f08be64e9552416e9571ce6c68774587d1c2caa79726475",
    "tests/fixtures/number.tsv": "89798c429ff37a02892cf346b094d6c3168aca26c2bec3d3e8cd1b50d9fee30a",
    "tests/fixtures/order.tsv": "39dc9280d34e79f06d5f34064c15fc071cc1a10f4c3144ba87c8e639d5e7041a",
    "tests/fixtures/priority.tsv": "a5beaa96b92b04d68a25fee25b8f0a71ee026890892ebc7fe720000762dd5891",
    "tests/fixtures/range.tsv": "98c0246058815d503447ac4cce9de41f1df7952610c6c871c588df9b916fdd7a",
    "tests/fixtures/rejected.tsv": "3daa2914bab22bf2458dbe6ae9cd5f5d8a8354e4ad8033e679829deb3205f05f",
    "tests/fixtures/scientific.tsv": "0daa04588dd67a116a5b4320c8a8cc0b3cb1992d4d480ff9f6fb514192a025fb",
    "tests/fixtures/status.tsv": "6d99fcc4a4ac3f50f3a97639eec61713b6d925b8133408522637f3aa353db993",
    "tests/fixtures/zero.tsv": "6bd3476aef942501a0f61a1099efdec4fe35a7296e4145cf00aaaa6de05535de"
  },
  "invocation": {
    "bootstrap": [
      "python3",
      "build.py",
      "all",
      "--jobs",
      "4",
      "--awk",
      "awk"
    ],
    "cwd": ".",
    "make": [
      "gmake",
      "--silent",
      "--no-print-directory",
      "-rR",
      "-j",
      "4",
      "-f",
      "build/workflow.mk",
      "all",
      "PYTHON=python3",
      "AWK=awk"
    ]
  },
  "parameters": {
    "empty_input": "zero bytes: error 2; header only: no groups",
    "exclusion_priority": [
      "invalid",
      "NA"
    ],
    "locale": "C",
    "mean_format": "two decimal places; NA when n_used=0",
    "missing": "NA",
    "number_format": "finite decimal/scientific; abs(value)<=1000000",
    "output_order": "ASCII group ascending",
    "status": [
      "valid",
      "invalid"
    ],
    "units": "a.u."
  },
  "programs": {
    "build/programs/classify.awk": "044b31022ef7a9618c1b3bb5ab700f2709228f50353ad179eb77ac14349d5cbd",
    "build/programs/contract.json": "2e2e6d8865c6f66598265e70fe4fc74cfbe277fe25feac7beb22fba8bd6776fa",
    "build/programs/plot.gp": "8de4390e0aec373991fcce61399742b6ae67c28d8295039d56d0aacebbce96ca",
    "build/programs/report-template.org": "b72e02c9151d188ea38c0d98eaf3ab7237b7c7d7e1b8e891a707a5a9aeaa406e",
    "build/programs/report.css": "8e9673b92ac5bc672356a9b1d02646bb23ada88642eb80c9e46bfdeedb302759",
    "build/programs/select.awk": "9fca97a1125a21316bf88a386ff4b525d44182d0d6100bfca1428d60c5ba1253",
    "build/programs/summarize.awk": "5918f57c4642e7ed9aca5bc571c4c83049536ff263885e22f135a33a07616050",
    "build/programs/validate.awk": "6d572270ab039a1cc02fc5fdf969386ba2cbea4d22dcbf4a75a288ab0b66ea48",
    "build/tools/pipeline.py": "78554a76ea510156134986a66498de560150743df416249b3a05a9d6eafe95b7",
    "build/workflow.mk": "e37cb59ff98bfaf1449641e57ebb72d5c040d86b8b7a8d27bd014ecee0601d55"
  },
  "question": "Group mean of usable fictional measurements",
  "results": {
    "build/checks.json": "6040c4a3d3399ec61f19dc178bb556ae389de5ebf218ce2fa587c39262f8b4b5",
    "build/results/classified.tsv": "815dcd21afe440ffec0c0071d57ff8d7038df461f4e0361768ad5945941e10b5",
    "build/results/figure.pdf": "9ee35edd715b01eb6550638066696108476569f33e66e4ebae9ce8f4015344f4",
    "build/results/figure.svg": "d28c9993b84275b461a6c908f9fe7e533ab8d91d632de32bcf2c790a993d8f9e",
    "build/results/summary.tsv": "d5e735386050c8e943ad0cad20884440242df32732e2f228fa510a647db62201",
    "build/results/usable.tsv": "1907b0930662e56e102dec184df34a16a9c28663170a8d1ac4f2300abc8d0097",
    "build/results/validated.tsv": "20bc1f66027d68f3bfb6c14c9fc9056645df8b347970c28b45c1ce1a75603e3c"
  },
  "schema": 1,
  "scope": "Same scientific tables for the specified input and recorded environment. Manifest excludes itself, receipts generated after it, and the downstream reports.",
  "sources": {
    "bootstrap.el": "92870a87d31ef7b562e18e5e257788901f234c4bb6dee99a5033d23ccf7e597e",
    "build.py": "198e10e3c882af5810bf946d08b453ec0e47872a7e450249f44e7f6f7a3d81c2",
    "research.org": "27708922eeaf5c45db13bc359857057ecd389380c35b657bb6225e2f3f4f7aa9"
  },
  "tangle": [
    "emacs",
    "--batch",
    "-Q",
    "--script",
    "bootstrap.el",
    "tangle",
    "research.org"
  ],
  "versions": {
    "PyMuPDF": "1.28.2",
    "awk": "awk version 20200816",
    "awk_binary_sha256": "310e75b917c4d346cecb6ffab9ca88507870242347a6cf0110eef4aa73b6f809",
    "emacs": "31.1 / Org 9.8.7",
    "gnuplot": "gnuplot 6.0 patchlevel 6",
    "make": "GNU Make 4.4.1",
    "python": "3.14.10",
    "weasyprint": "70.0"
  }
}


